
As Amazon Web Services (AWS) continues its explosive 

growth in popularity, customers find it increasingly 

challenging to control and optimize their AWS spending. 

The purpose of this white paper is to outline a range of 

methods that organizations can use to reduce their monthly 

bills depending on individual situations and requirements.

SIX WAYS TO CONTROL 
YOUR AWS SPENDING 
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BACKGROUND

As Amazon Web Services (AWS) has gained widespread adoption, a major challenge 
has emerged for enterprises of all sizes and types: managing their AWS spending.  

“Wait,” you say, “doesn’t cloud computing promise cost-effective computing power 
that’s easy to turn on and scale?” It does. But while it’s easy to add computing power, 
we don’t think about turning it off—which means we’re always paying, 24/7, even if or 
when resources sit idle.  

So, just like any other business expense, if you don’t manage cloud spending it can 
become very expensive. As a result of dramatically increased adoption and consumption 
of AWS, many customers have experienced sticker shock.

Elastic Compute Cloud (EC2) remains one of the top three most popular services 
among those offered by AWS, making up nearly 70% of the company’s cloud computing 
revenue and growing at 95% year-over-year. Slightly more than half of that is non-
production. This makes it the obvious place to start when looking for opportunities to 
reduce spending. 

Determining the most cost-effective way to purchase and manage EC2 instances, based 
on your situation and requirements, can be complicated.  To help you understand your 
options, this paper proposes six ways to control your AWS spending:

1) AWS Reserved Instances
2) AWS Spot Instances
3) AWS Dedicated Hosts & Dedicated Instances
4) AWS Auto Scaling
5) Rightsizing
6) Scheduling On/Off Times & “Parking” Instances
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AWS COST-REDUCTION OPTIONS CAN BE CONFUSING

When AWS first introduced their On-Demand (pay as you go) Elastic Compute 
Cloud (EC2), it changed the entire discussion surrounding data center infrastructure 
economics from an upfront, major capital expenditure/depreciation model to a more 
manageable, monthly operational expenditure model.  

After initially allowing only On-Demand purchasing of EC2 instances, AWS now offers 
four additional options for buying EC2 instances more cost-effectively—Reserved 
Instances (RI), Spot Instances, and Dedicated Hosts —as well as the Auto Scaling 
service. These options, when leveraged appropriately, can significantly reduce your 
AWS spending, but, as with many things in life, there are tradeoffs. 

Below we will help you understand these somewhat complex offerings and when it 
makes the most sense to use each one. 

1. AWS RESERVED INSTANCES

The Reserved Instance purchasing option 
works as a 1- or 3-year contract and promises 
savings of up to 75%—the longer the 
commitment, the greater the cost savings 
in comparison to On-Demand.  AWS also 
offers deeper discounts if you have more than 
$500,000 worth of Reserved Instances in a 
region. 

However, longer commitment times involve risks:

• If AWS drops pricing, then the promised savings evaporate. 
• When new instance types are introduced by AWS, these may attract people 

away from your contracts, which are based on the older types. (More about this 
below).

As a result, few customers make the 3-year commitment, and most settle for savings 
associated with the 1-year contract, which are in the 30% - 40% range.

RESERVED INSTANCES
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Scheduled Instances
As part of the 1-year term, AWS also offers Scheduled Reserved Instances. These 
instances are purchased by capacity and can recur on a daily, weekly, or monthly 
basis. The upside is that you can reserve any capacity in advance, and it’s there when 
you need it. However, with Scheduled Reserved Instances, you are required to pay for 
the time you scheduled, whether you use the instances or not. Additionally, it is often 
difficult for businesses to predict scheduling needs for one to three years in advance 
for development, testing, and other non-production resources, making these an 
impractical choice in many cases.

Payment Options 
There are also three different payment plans offered with Reserved Instances. 
Payment can be made either All Upfront, Partial Upfront, or No Upfront. With the 
All Upfront option offers the largest discount in comparison to On-Demand pricing, 
with the entire Reserved Instance term paid upfront in one payment. With Partial 
Upfront, a low upfront payment is made, followed by a discounted hourly rate for the 
remaining duration of the term. No payment is required for the No Upfront option, 
which provides a discounted hourly rate for the entire duration of the term. The more 
you pay up front, the greater the savings. 

To some, the need to pay upfront and be locked in undermines both “pay as you go” 
and the notion of being “elastic.” It feels like a step backwards to the old economic 
model.

An example of the savings offered by Reserved Instances, along with what might 
happen if AWS cuts its On-Demand pricing by 30%, is shown in Figure 1.
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Reserved Instances are very much a “use it or lose it” proposition—in other words, 
there are no rollover minutes. Here is the why: 

• The EC2 options available are specific to Region, Availability Zone, Instance 
Type (e.g. m4.large), Platform Type (e.g. Linux or Windows), and Tenancy.  AWS, 
behind the scenes, attempts to randomly match instances you launch to the 
Reserved Instance contracts you have in place, based on these specific criteria. 
When there is a match, the cost benefit is applied. It is not uncommon for people 
to believe they are launching instances which match all the criteria when in fact, 
they are not, so the contracts are under-utilized.

• AWS decrements the contract amount for every hour when not used, meaning 
your return on investment diminishes.  

• The nightmare scenario is when you routinely launch instances that do not 
match the contract criteria. This could happen for several reasons.  For example, 
your people may not be aware of the contract specifics, or AWS may have just 
released the latest generation of instance types, and your business may require 
the latest technology. Whatever the reason, in these circumstances you are 
effectively double paying.  To help mitigate this problem, there is a marketplace 
where you can buy and sell unused Reserved Instance capacity. 

Figure 1 - Reserved Instance Savings Compared to On-Demand, With and Without Price Cut
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Given all the tradeoffs mentioned above, Reserved Instances make the most sense in a 
production environment, where instances need to always be “on.” They can also save 
you money in a non-production environment, but as you’ll read below, there are even 
better alternatives for saving that will spare you the commitment and upfront payment 
of Reserved Instance contracts. 

2. AWS SPOT INSTANCES

AWS Spot Instances allow you to bid on a pool of instances other AWS customers 
have decided to sell, with the spot price starting at an already discounted rate. Spot 
Instances offer savings ranging from 70%-90% in comparison to On-Demand costs. 
You bid on AWS spare capacity within Spot Pools, based on Instance Type, Platform, 
and Availability Zone. The instance keeps running if a) there is spare capacity, and b) 
your bid price exceeds the actual price.  You are charged for the actual price.

An example of savings which can be achieved by using Spot Instances is shown in 
Figure 2.

Figure 2 - Spot Savings Example
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The bid-based service comes with some risk: Your app may not run immediately 
and/or may terminate abruptly (after a 2-minute warning). These issues can be 
mitigated by:

a. building apps that withstand interruption and/or run in parallel, 
b. using a mixture of on-demand and spot instances, with persistent requests,
c. being flexible in instance type (broader choice, lower cost),
d. making less demand on older instance types, and
e. leveraging spot fleets (where you can specify a mix of types with a single 

request).

Spot Instances make the most sense with batch production and non-production 
workloads. Batch production workloads include scientific research (HPC jobs), 
data analysis, batch jobs (e.g. Hadoop) or batch video procession. Non-production 
workloads include performance and scalability testing. Most people do not use 
Spot Instances in production interactive or real-time systems.

3. AWS DEDICATED HOSTS & DEDICATED INSTANCES

The AWS Dedicated Host option is a service that provides you with a physical 
server dedicated exclusively to your EC2 instance capacity. The Dedicated Host 
allows you to use your existing server-bound software licenses, making it helpful for 
addressing compliance and regulatory requirements. 

Payment Options 
On-Demand Billing is activated automatically when you allocate a Dedicated Host. 
Like the purchasing plans offered with AWS Reserved Instances, there are also 
three different plans available for Dedicated Host Reservations, applicable to either 
a 1-year or 3-year contract (apart from No Upfront). Payment can be made either 
All Upfront, Partial Upfront, or No Upfront. With the All Upfront option, you pay the 
lowest effective price for the selected term. With the Partial Upfront option, you 
pay a portion and the rest is billed per hour at a discounted rate. The No Upfront 
Reservation option provides a discount on usage of the host over a term, and this 
option is available for a 1-year term only. 
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Once again, the downside here is that the dedicated host is only available for 
the term, and you must “use it lose it,” with no rollover option. In addition, once a 
dedicated host has been reserved, it cannot be released until the term is over. 

Dedicated Instances
Dedicated Instances are like Dedicated Hosts, but without visibility to manage 
how instances are placed on the server. Dedicated Instances are hosted in a virtual 
private cloud (VPC) on hardware reserved to you exclusively. With this option, 
hardware may also be shared with non-dedicated instances from the same AWS 
account.

4. AWS AUTO SCALING

AWS Auto Scaling is another service that allows customers to leverage any or all 
the purchasing options. Configuring Auto Scaling begins by providing a launch 
configuration, which tells Auto Scaling to use a specific Amazon Machine Image 
(AMI) any time a new instance is launched.  You set the minimum number, desired 
number and maximum number of instances you want in your Auto Scaling group, 
and you provide the metrics (e.g. CPU utilization) and thresholds, which tells the 
system how and when to scale up and down automatically.
 
Auto Scaling can save money in 
both production and non-production 
environments. In production, it is 
optimal to combine Auto Scaling Groups + 
Reserved Instances. In non-production, 
it is best to combine Auto Scaling Group 
+ Spot Instances.  Because Auto Scaling 
can leverage all types of purchasing options 
 (On-Demand, Reserved and Spot Instances),  
it is impossible to quantify the savings in general.

AUTO SCALING
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5. RIGHTSIZING

AWS users should ensure that they always “rightsize” their instances – that is, pick 
the instance size that is optimized for their workload size. Otherwise, it’s easy to 
overspend on large instances that are not actually needed. 

First, ensure that you have chosen the best type of instance for your workload – 
whether that is compute optimized, memory optimized, GPU optimized, or storage 
optimized. 

After your instance has been running, you can review their service usage and make 
cost estimates by accessing the AWS Management Console, Amazon CloudWatch, 
and AWS Trusted Advisor. This information can be helpful for optimizing cost 
control. 

AWS offers the EC2 Right Sizing solution, which analyzes utilization of EC2 
instances running over a 2-week span. The EC2 Right Sizing solution analyzes all 
instances with a max CPU utilization less than 50% and determines a more cost-
effective instance type for that workload, if available.

6. SCHEDULING ON/OFF TIMES WITH SCRIPTING & PARKING INSTANCES

In addition to leveraging the above AWS purchasing options, the most common-
sense way to save money is to simply turn “off” your cloud resources when they are 
not in use. In doing so, you only pay for what you do use, when you use it. 

This is most applicable in non-production environments, such as development, 
testing and staging, where resources are only being used at certain times. Just as it 
does not make sense to leave your car running when you are not using it, so also it 
does not make sense to leave your EC2 instances running. 

In between “Running” and “Stopped”, there is a new instance state for idle 
resources called “Parked.”
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There is a whole category of cloud analytics platforms that can help identify 
resources that can be turned off, but they don’t actually help their customers do it.  
It would be ideal if AWS offered a Parking feature in their console, but they do not; 
nor have they announced plans to do so. Other full cloud management platforms 
that do offer Parking (among dozens of other features) are expensive and 
complicated. In short, there is no effortless way to automatically turn your cloud 
resources on and off on a schedule. 

The lack of viable options drives customers to fall back to their comfort zone--
scripting. 

Scripting 
From a developer’s or admin’s viewpoint, it is easy to understand the appeal of 
scripting your own solution:

• You’re in control of your own destiny
• It’s an opportunity to get your hands dirty
• At the end of the process you have the satisfaction of actually building 

something from start to finish.

However, scripting is just NOT cost-effective. Why? There are several reasons:

• Building scripts is only half the battle. You now have to maintain those scripts 
as the environment changes. Even with the help of Chef, Puppet or Saltstack, 
there’s added cost.

• If you don’t keep up with your environment, then you miss instances you could 
have turned off.  You then miss out on a lot of savings that could have helped 
justifying doing all of this.

• Then, your boss taps you on the shoulder and wants to know why you are 
wasting your time on scripting up this stuff, when you are supposed to be 
working on more mission critical work? So, you have to come up with a way to 
quantify the savings, which takes time.

• Heaven forbid that he likes your report, because then he will want to see a 
report every week. Who knows how long that will take?

• Are you really going to have time to keep up with the changes in AWS, or add 
other service providers, such as Azure or Google?
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• And what is the opportunity cost of not having you work on the company’s 
main mission? Probably enough to make these other costs pale in comparison!

The bottom line: Scripting is not a cost-effective way to schedule on/off times for 
instance states.

PARKING YOUR INSTANCES – A SOLUTION TO COST CONTROL  

ParkMyCloud solves the scripting problem with a cost optimization platform that 
can “park” your EC2 instances without scripting. With ParkMyCloud, users create 
parking schedules that automatically turn EC2 instances on and off according to 
specific needs. ParkMyCloud provides customized parking recommendations based 
on criteria specified by the user, which makes identifying “parkable” instances 
easier. A policy engine automates schedule assignment and instance management. 
ParkMyCloud also tracks costs and savings achieved with exportable reporting.

Figure 3 - Example Parking Schedule
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For non-production instances, ParkMyCloud achieves EC2 Savings of 50-73% 
with no annual commitment, upfront payment or risk of instance termination or 
price cuts. Get started using ParkMyCloud’s free tier, or pay for access to premium 
features starting at $2/instance/month.

Figure 4 - Projected and Actual Savings in the ParkMyCloud Dashboard

Figure 5 - ParkMyCloud: Highest Benefit and Lowest Risk Approach to Non-Production Savings
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IN CONCLUSION

Companies that fail to keep a close eye on their AWS EC2 usage can end up suffering 
from “sticker shock” when they receive unexpectedly high AWS bills.  It is wise to 
consider instance states and purchasing options that can significantly reduce and 
control AWS spending. Each cost control option comes with a different level of 
risk, commitment and savings, but they can all save you money in non-production 
environments when used appropriately. When compared to other approaches, 
ParkMyCloud provides compelling savings with the least risk. 

About ParkMyCloud
ParkMyCloud is a SaaS platform that helps enterprises optimize their public 
cloud spend by automatically reducing resource waste — think “Nest 
for the cloud”. ParkMyCloud has helped customers such as McDonald’s, 
Capital One, Unilever, Fox, and Sage Software dramatically cut their cloud 
bills by up to 65%, delivering millions of dollars in savings on Amazon 
Web Services, Microsoft Azure, and Google Cloud Platform. For more 
information, visit http://www.parkmycloud.com.


